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Understanding public deliberation about artificial intelligence in healthcare
Participant Information Sheet (PIS)
We are carrying out a research study about the use of public engagement exercises, including the citizens’ jury
you will be attending in February, to improve the practical application of new technologies. To help with this
study, we would like to collect some additional information from the jury that you are attending and are
asking your permission for us to do this. Before you decide whether or not to grant us permission, it is
important for you to understand what that will involve. Please take time to read the following information
carefully and discuss it with others if you wish. Please ask if there is anything that is not clear or if you would
like more information. Thank you for taking the time to read this information.
Who will conduct the research?
The research team includes:
-

Dr Denham Phipps, The University of Manchester (whose contact details are listed later in this
information sheet);

-

Dr Sudeh Cheraghi-Sohi, The University of Manchester

-

Dr Mary Tully, The University of Manchester

-

Prof. Dawn Dowding, The University of Manchester

-

Prof. Caroline Jay, The University of Manchester

-

Prof. Niels Peek, The University of Manchester

-

Dr Malcolm Oswald, The University of Manchester and Citizens’ Juries c.i.c.

-

Chris Barnes, Citizens’ Juries c.i.c.

-

Dr Zoher Kapacee, Greater Manchester Connected Health Cities

-

Alex Hubbard, Information Commissioner’s Office

What is the purpose of the research?
We would like to understand what issues are brought into a citizens’ jury discussion about artificial
intelligence in healthcare, and how these issues are dealt with by the jurors.
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Why have I been chosen?
You have been chosen because you are attending the citizens’ jury in which we are carrying out the research.
What would I be asked to do if I took part?
If you take part then you will carry out the citizens’ jury activities in exactly the same way as you would
normally. The only difference would be that we will audio record the plenary (large group) discussions in
which you are taking part.
What will happen to my personal information?
In order to undertake the research project we will need to collect the following personal information/data
about you:
-

Audio recording of you taking part in a group discussion;

-

Your name.

The audio recording will be used only to produce a transcript of the group discussion for the study described in
this sheet. It will be stored on a secure server at The University of Manchester, and will be shared only with a
University-approved transcribing service in order to make the transcription. All recordings will be destroyed at
the end of the study.
Your name will be used only on the consent form so that we have a written record of you giving consent to be
recorded. The consent form will be stored in a locked filing cabinet in a secure office at The University of
Manchester. Only the research team and staff at The University of Manchester responsible for overseeing
research studies will have access to the consent forms, and these will be destroyed five years after the end of
the study. Your name will always be kept separately from your recording, and will not be attached to the
audio recording or to the transcript.
We are collecting and storing this personal information in accordance with the General Data Protection
Regulation (GDPR) and Data Protection Act 2018, which legislate to protect your personal information. The
legal basis upon which we are using your personal information is “for research purposes”. For more
information about the way we process your personal information and comply with data protection law please
see our Privacy Notice for Research Participants.
The University of Manchester, as Data Controller for this project, takes responsibility for the protection of the
personal information that this study is collecting about you. In order to comply with the legal obligations to
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protect your personal data the University has safeguards in place such as policies and procedures. All
researchers are appropriately trained and your data will be looked after in the following way:
You have a number of rights under data protection law regarding your personal information. For example you
can request a copy of the information we hold about you. This is known as a Subject Access Request. If you
would like to know more about your different rights, please consult our privacy notice for research and if you
wish to contact us about your data protection rights, please email dataprotection@manchester.ac.uk or write
to The Information Governance Office, Christie Building, University of Manchester, Oxford Road, M13 9PL. at
the University and we will guide you through the process of exercising your rights.
You also have a right to complain to the Information Commissioner’s Office, Tel 0303 123 1113
Will my participation in the study be confidential?
The only people who will know about your participation will be the other jurors in your discussion group, the
study team and those with access to your personal information as listed above. The company that transcribes
the audio recordings will have a confidentiality agreement with The University of Manchester. Once we
receive a transcript of each recording, we will remove any details that will allow you or any other individuals to
be identified, and use a number to identify each speaker instead.
What happens if I do not want to take part or if I change my mind?
It is up to you to decide whether or not you consent to your discussion being audio recorded. If you do
consent to this you will be given this information sheet to keep and asked to sign a consent form. You may
withdraw your consent at any time without giving a reason. However, it will not be possible to remove
anything you have said in any recordings made before you decided to withdraw. This does not affect your
data protection rights.
Will my data be used for future research?
An anonymised version of the transcript and observational notes (that is, with any details that allow you to be
identified edited out) may be made available to other researchers on request. These researchers may be
based in universities, NHS organisations or companies involved in health and care research in this country or
abroad. Any data that we share will be used only to conduct research about citizens’ juries or the use of
artificial intelligence in healthcare, in accordance with the UK Policy Framework for Health and Social Care
Research.
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The data will not identify you and will not be combined with other information in a way that could identify
you. The information will only be used for the purpose of health and care research, and cannot be used to
contact you regarding any other matter or to affect your care. It will not be used to make decisions about
future services available to you.
What is the duration of the research?
Your participation in the study will last for the five-day period that that you are in the citizens’ jury.
Where will the research be conducted?
The study will take place in the same location as your citizens’ jury.
Will the outcomes of the research be published?
We will write a report of the study findings that will be published in a research journal. We will also write a
summary of the findings and send this to those people who took part in the citizens’ jury.
Who has reviewed the research project?
The project has been reviewed by The University of Manchester Research Proportionate Ethics Committee.
What if I want to make a complaint?
Minor complaints
If you have a minor complaint then you need to contact the researchers in the first instance. The contact
details for the lead researcher are:
Denham Phipps, Division of Pharmacy and Optometry, The University of Manchester, Stopford Building,
Oxford Road, Manchester M13 9PT. Email: Denham.Phipps@manchester.ac.uk Telephone 0161 275 2351
Formal Complaints
If you wish to make a formal complaint or if you are not satisfied with the response you have gained from
the researchers in the first instance then please contact
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The Research Governance and Integrity Manager, Research Office, Christie Building, University of Manchester,
Oxford Road, Manchester, M13 9PL, by emailing: research.complaints@manchester.ac.uk or by telephoning
0161 275 2674.
What do I do now?
If you have any queries about the study or if you are interested in taking part then please contact Denham
Phipps using the details provided above.
This project has been approved by The University of Manchester’s Research Ethics Committee [ERM
Reference 6023]
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Participant Identification Number:

Understanding public deliberation about artificial intelligence in healthcare
Consent Form
If you are happy to participate please complete and sign the consent form below

Activities

Initials

I confirm that I have read the attached information sheet (Version 2, 21/01/2019)
1

for the above study and have had the opportunity to consider the information and
ask questions and had these answered satisfactorily.

2

I agree to the large group discussions as part of the citizens’ jury being audio
recorded.
I understand that I may withdraw consent to being audio-recorded at any time, but

3

that if I do so it will not be possible to remove any recordings that have already been
made.

4

I understand that any data collected may be published in anonymous form in
academic books, reports or journal articles
I understand that the transcript from any recording may be shared with other

5

researchers, provided that any details that allow me to be identified are removed
first

Data Protection: The personal information we collect and use to conduct this research will be processed in
accordance with data protection law as explained in the Participant Information Sheet and the Privacy
Notice for Research Participants.

________________________
Name of Participant

________________________
Name of the person taking consent

UREC reference 2019-6023-9065

________________________
Signature

Date

________________________
Signature

Date
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Citizens’ Jury Event Information
Location: Aspire Room, Welcome Centre, Coventry CV1 2HG. For a map and directions, see
http://www.thewelcomecentre.co.uk/location/. There is parking available at the centre.
Wi-fi: Network - The Welcome Centre. Password – see flip chart.
Time: 09.00 – 16.30 for five days: Monday 18 February to Friday 22 February2019. Please arrive
by 08.45 each day.
Meals: Lunch and drinks will be provided each day for all participants. Lunch times will vary
each day but will generally be from around 12.00/12.30 for 40 minutes. There will also be one
tea/coffee break in the morning, and one in the afternoon.
Attire: Dress comfortably. Please don’t wear clothing with messages or pictures that may be
offensive to others.
Questions: Please email info@citizensjuries.org or ring Chris Barnes on 07790 634632 with any
questions.

PARTICIPANT CONDUCT
Respectful body language. Please use respectful body language toward everyone. Match your
body language with your intent of listening and learning, and be aware that eye rolling, crossing
arms, or turning away from someone while they are speaking may send a message of
disrespect.
Respectful verbal language. Do not use language that disrespects anyone’s religion, culture,
racial group, appearance, etc.
Avoid distracting behaviour. Please keep all electronic devices including mobile phones turned
off/ silent during the sessions except where asked to use them.
Attend all sessions and be attentive. It is very important that participants hear all the
information presented. There will be breaks to give you time to visit the toilet and/or take care
of other needs and we ask you to remain in the room when the group is in session. To maintain
the legitimacy and fairness of the process, anyone who misses a significant amount of time (i.e.
2 hours or more) will likely not be able to stay for the remainder of the jury process, even if
their absence is due to a medical emergency.
Emergency Contact. During the jury session, you may have emergency calls directed to you
through Chris Barnes. Phone: 07790 634632.

AI Jury Schedule
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Artificial Intelligence: Jury Schedule

Day 1: Monday
Morning
- Registration
- Welcomes & Process Overview
- Guidelines for Deliberation
- Simulation Exercise
Afternoon
- Lunch
- Current Perceptions of AI
- “The Joy of AI” video
- Break
- The Trade-Off Between AI Performance & Explainability (Professor Sofia Olhede)
- Study Time & Discussion
- Wrap-up & Daily Evaluations

Day 2: Tuesday
Morning
- Regathering
- The Law Concerning AI Decision-Making & Explanations (Rhiannon Webster)
- Discussions
- Break
- Decision & Explanations Exercise
Afternoon
- Lunch
- Reasons for Enabling AI Decision-Making & Support for Prioritising AI Performance over
Explainability (Dr. André Freitas)
- Break
- Reasons for Constraining AI Decision-Making & Support for Prioritising Explainability
over Performance (Professor Alan Winfield)
- Discussion
- Wrap-up & Daily Evaluations

Day 3: Wednesday
Morning
- Regathering
- Context for Scenarios

AI Jury Schedule
- Scenario 1: Stroke
- Break
- Discussion & Voting
Afternoon
- Lunch
- Scenario 2: Recruitment
- Break
- Discussion & Voting
- Wrap-up & Daily Evaluations

Day 4: Thursday
Morning
- Reconvening
- Context for Scenarios
- Scenario 3: Kidney Transplantation
- Break
- Discussion & Voting
Afternoon
- Lunch
- Scenario 4: Criminal Justice
- Break
- Discussion & Voting
- Discussion on Scenarios
- Wrap-up & Daily Evaluations

Day 5: Friday
Morning
- Reconvening
- Discussion
- Break
- Discussion
Afternoon
- Lunch
- Discussion & Voting
- Break
- Discussion & Voting
- Wrap-up & Daily Evaluations
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Guidelines for
Productive Discussions
& Deliberation
1

Stay in Learning Mode
▣ Be open to new ideas and information
▣ Seek to hear and understand a range of perspectives
▣ Avoid campaigning for a position
▣ It’s okay to change your mind - multiple times!
2

Maintain a Positive Attitude
▣ Assume good intent (from everyone!)
▣ We are doing hard work but can do so with a
bit of humour
▣ Take care of yourself and do what you need to
stay comfortable!
3

Active Listening
▣ Focus on speaker vs. your next thought
▣ If it’s not clear, ask a question and seek to
clarify their idea/position
▣ {Bracket} your own opinions or ideas to try to
understand what others are saying
4

5

Focus on the Issue
▣ Avoid stories (unless they’re critical to your point)
and going off on tangents - we know that’s easy!
▣ Time will go by quickly, trust us on this one
▣ Jot down notes and use them for your statements
and contributions
6

Make Disagreement Productive
▣ It’s okay to disagree, but do so positively
□
□

Direct your energy towards the issues and ideas
Your colleagues are your collaborators

▣ Try to think about what shared concern is at the heart of
the disagreement
□
□

Be a problem-solver and look to the big picture
Suggest alternative solutions or approaches

▣ Be willing to move an inch (“I can live with that.”)
7

Common Ground = Shared Values
A

Me

B

C

x

You

Us

x
x

Fully Participate
▣ Active listening (still)
▣ Note taking
▣ Making space for others in conversations
□
□
□

Asking your colleagues for their thoughts
Being mindful of your “space” and amount of time talking
Contributing to discussions
9

List of Expert Witnesses
Day

Expert
Witness

Topic

Section
for Slides

Day 1 PM

Prof. Sofia
Olhede

A professor in the Department of
Statistical Science at University
College London with a special interest
in how data and algorithms are
impacting our daily lives.

Balancing artificial
intelligence and
explainability

8

Day 2 AM

Rhiannon
Webster

A specialist information lawyer and a
partner at DAC Beachcroft in London.

Law concerning data
protection and
artificial intelligence

9

Day 2 PM

Dr. Andre
Freitas

Making the case for
artificial intelligence
performance

10

Day 2 PM

Prof. Alan
Winfield

A lecturer and researcher in the
School of Computer Science at the
University of Manchester and
specialist in artificial intelligence.
Professor of Robot Ethics in the
Department of Engineering, Design
and Mathematics at the University of
the West of England who researches,
and develops standards in robot
ethics.

Making the case for
transparent and
explainable artificial
intelligence

11

Days 3 & 4

Dr Allan
Tucker

A lecturer and researcher at in the
Department of Computer Science at
Brunel University London with a
special interest in the application of
artificial intelligence in medicine.

Interpreting and
helping to explain
how artificial
intelligence is being
applied in the four
jury scenarios.

12-16

1

12/02/2019

MAPS, Statistical Science

The Trade Off Between
AI Performance & Explainability
Professor Sofia Olhede

Statistical Science, University College London

Statistical Science

My background:
• Professor of Statistical Science since 2007; of Computer Science since 2012
• Part of the Royal Society Machine Learning Working Group
• Part of the Royal Society and British Academy project on Data Management
and Use
• Contributed to The IEEE Global Initiative for Ethical Considerations in
Artificial Intelligence and Autonomous Systems
• Commissioner on Law Society Public Policy Technology and Law
Commission – Algorithms in the Justice System.
• 61 papers in peer-reviewed journals
• EPSRC Leadership Fellow, ERC Consolidator Fellow
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Statistical Science

What Information can AI and algorithms give us?
•
•
•
•

Often data is too voluminous to be investigated by human effort.
Data is expensive, and mechanistic models of generation are used.
If we have lots of data, we can learn the method of generation.
We can often predict out-of-range values; but don’t understand the
generation.

Statistical Science

What are systems A, B, and C?
A = expert systems
B = conventional machine learning
C = deep learning

B

A
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Statistical Science

What does ``learning’’ really mean?

Statistical Science

Analyticsvidhya.com
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Statistical Science

What kinds of uncertainties and biases are systems
A, B, and C decisions subject to?
Will we know
uncertainties and biases in system C?

Statistical Science

What kind of explanation
can each system provide for
the decisions they offer?
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Statistical Science

What kind of explanation can each system provide
for the decisions they offer?
What is an “explanation”?
What other “explanations” do we use? For medical
data? For physics?
What is “fair”?

Statistical Science

Why is there a trade-off between AI performance and
explainability? We can make our explanation more like the data.

5
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Statistical Science

Will that trade-off inevitably continue to exist in
years to come?

Statistical Science

Summary
• Algorithms are constructed to solve a
problem.
• The choice of problem is pivotal.
• Old “expert-systems” has a preset series of
step, ML a simple description of the observed
data.
• Deep learning iterates steps to generate a
complex description.
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Data Protection and Artificial
Intelligence
Rhiannon Webster
Partner
DAC Beachcroft LLP

Personal Data and the Law


What is Personal Data?


Identifiable individual – identified directly from that data or indirectly from the data



Consider the following:
 CV
 CCTV
 Recording of a telephone call
 Email address:
 rwebster@dacbeachcroft.com?
 r1234@Hotmail.com
 IP address



High standard for anonymization. However if it is anonymised, outside scope of data
protection law



There is a middle ground – pseudonymised data. E.g. name removed and replaced with
number. However this is still personal data, if you hold the key to reidentify the data.



Extra protection is given to special category personal data
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The GDPR


Previously data protection law in the UK was found in the Data Protection Act 1998



The GDPR replaces this (and will remain law despite Brexit). c. 80% of the law was already
there in the UK. c. 20% new



The Effect of the GDPR can be split into 3 main areas:


Imposes 7 principles



Grants data subjects rights



Confers powers on the Information Commissioner

7 Data Protection Principles
Lawfulness,
fairness and
transparency

Purpose
limitation

Accountability

GDPR
Integrity and
confidentiality
(security)

Data
minimisation

Storage
limitation

Accuracy
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The Principles and AI – The General Requirements
Principle

Practical application for AI

Lawfulness, fairness and
transparency

Are data subjects aware that such processing
takes place? Would they expect it?

Purpose Limitation

Issues with repurposing information

Data minimisation

Large quantities of data for machine learning

Accuracy

Errors, bias and discrimination

Storage Limitation

Data should not be kept longer than necessary

Integrity and
confidentiality

Security

Accountability

e.g. Privacy by Design and Default

Data Subject Rights- Where you’ll find specific
requirements


Right to be informed


This includes, the existence of “automated decision making including profiling” and
“meaningful information about the logic involved”



Right of access



Right to rectification



Right to erasure



Right to restrict processing



Right to data portability



Right to object



Rights related to automated decision making including profiling
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The Definitions of Automated Decision Making and
Profiling


Automated Decision Making




Profiling




making a decision solely by automated means without any human involvement

automated processing of personal data to evaluate certain things about an individual

GDPR has additional rules to protect individuals if you are carrying out solely automated
decision-making that has legal or similarly significant effects on them. Examples:


automatic refusal of an online credit application; and



e-recruiting practices without human intervention.

Current Debate – What is Meaningful Information?
What does “meaningful information” and “logic involved” actually mean? This is subject to
debate.


The Recitals to the GDPR state:
In any case, such processing should be subject to suitable safeguards, which should
include specific information to the data subject and the right to obtain human
intervention, to express his or her point of view, to obtain an explanation of the
decision reached after such assessment and to challenge the decision.



EU Data Protection Body (formerly Working Party 29 now the European Data Protection
Board”) says you should “find simple ways to tell the data subject about the rationale
behind, or the criteria relied on in reaching the decision without necessarily always
attempting a complex explanation of the algorithms used or disclosure of the full
algorithm”
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Current Debate – What is Meaningful Information?
Conclusion


Regulators of data protection law, when enforcing these rights, are being encouraged to find
a middle ground. They would argue that this does not require AI designers to reveal their
proprietary secrets, but instead to equip individuals to understand how their personal data is
used



Can this be achieved in practice? No current case law/decisions

Automated Decision Making and Profiling – further
requirements and potential for grey areas


GDPR has additional rules to protect individuals if you are carrying out solely automated
decision-making that has legal or similarly significant effects on them. Examples:


automatic refusal of an online credit application; and



e-recruiting practices without human intervention.



Whether something has a legal or similarly significant effect could also be open to debate



You can only carry out this type of decision-making where the decision is:





necessary for the entry into or performance of a contract; or



authorised by Union or Member state law applicable to the controller; or



based on the individual’s explicit consent.

Whether something is “necessary for a contract” is open to interpretation.
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Liability for breaches of GDPR – a further grey area


Liability for responding to data subjects rights and complying with fairness/transparency
obligations, rests with the “data controller” (the entity determining the manner and purpose
of the processing of personal data). This is in contrast to a data processor (the entity acting
on the instructions of a data controller) who has much more limited obligations under the
GDPR



Typical AI projects blur the lines between these parties:


AI – finds correlations, makes predictions and aids decision making.
 If the AI developer company has freedom to use its expertise to decide what data to
collect and how to apply analytic techniques, it will be responsible for full GDPR
compliance
 If the AI developer is merely providing an IT solution for a client, without such
freedom, they will have much more limited obligations under the GDPR

Liability for breaches of GDPR – when things go wrong


Case Study: Safety Critical AI System in Healthcare



Data Controller is liable



Data Subject:
 Complain to the ICO
 Sue for compensation – damages for monetary loss and distress



ICO
 Fine
 Issue an enforcement notice
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REASONS FOR ENABLING
AI-DECISION MAKING
& SUPPORT FOR PRIORITISING
AI PERFORMANCE OVER EXPLAINABILITY
Dr. André Freitas
Lecturer, School of Computer Science, University of Manchester

MY WORK & CONNECTION TO AI

- Principles behind the construction of complex AI Systems.
- Interpreting text at scale.
- Automating scientific discovery.
- Understanding how AI changes society.
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WHAT FUTURE OPPORTUNITIES
& BENEFITS CAN AI BRING?
- Commoditisation (Industrialisation) of intelligence.
- Supporting complex scientific discovery.
- Cancer research, environmental crisis, new materials.
- Improving the efficiency of private/public organisations.
- Improving the quality and accessibility of Health Services.

WHAT IS AN EXPLANATION IN THE CONTEXT
OF AI?

I, Robot
Answer, Action
I get it right 90% of the time
I know that I should never do X
I know that I do not violate any laws
I was designed to fit the requirements Y

AI System

These were the ground truths which I used
…
This is how I did it
(Explained in a way that humans can
conveniently interpret it)
Human
Explanation
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WHAT IS AN EXPLANATION IN THE
CONTEXT OF AI?
• Human Explanation (I, User): Two main perspectives:
• I understand how it works.
• There is someone else, who I trust, who understands how it works.

WHICH ONE WOULD YOU PICK
EXPLANATION OR EFFECT?
• Human Explanation (I, User): Two main perspectives:
• I understand how it works.
• There is someone else, who I trust, who understands how it works.

In a professional context: did you deliver?
In medicine: did you cure?
In aviation: did the airplane arrive safely?
In business: did you sell? …

3
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WHICH ONE WOULD YOU PICK
EXPLANATION OR EFFECT?

• There is someone else, who I trust, who understands how it works.
The explanation perspective
• There is someone else, who I trust, who delivers.
The effect perspective

Effect precedes explanation.
Explanation is an optional, luxury item.

MECHANISM OF ACTION: UNKNOWN!

We already prioritise effect over explanations

4
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A JUSTICE EXAMPLE … JURY’S TRIALS
Reaching a verdict
• When you have reached a verdict, tell the jury
keeper and you will be taken back into the
courtroom. The court clerk will ask the
foreperson to deliver the verdict on
each charge.

Answer: Guilty or Not Guilty?
Where is my
explanation?!

• The foreperson must take care to only
answer the questions that the court clerk
asks them.
• When this has been done, your task is over,
but stay in the jury box until the judge tells you
to leave.”

https://www.nidirect.gov.uk/articles/what-happensjury-trial
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THE (GOLDEN) COGNITIVE CAGE
Requiring explainability implies limiting machines to our biological constraints

MACHINE ENLIGHTENMENT

• AI systems can take alternative evolution pathways,
developing their own language and representation of the
world.
• This will be part of the arsenal to address humanity’s hard
problems.
• At this point we may lose explainability but we still have
control on its effects.
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WHAT WOULD BE THE COSTS AND RISKS IN
CONSTRAINING
THE PERFORMANCE AND
FUTURE DEVELOPMENT OF AI?
- Limiting the applications of AI.
- More inefficient, costly systems.
- (Think about that next time you need to go to the emergency
room).

- Reducing the universality of access to public/business
services.

IMPROVING ACCESS = SAVING LIVES

VS.

+
+
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WHAT COULD BE DONE TO
BUILD CONFIDENCE IN AI?
(OTHER THAN THROUGH EXPLANATIONS?)

- Trust should be post-hoc.
- Security mechanisms can be built around the system.
- Rigorous systematic error analysis (did it deliver?)
- Is this action or answer …
- violating any law?
- risking fairness?

SUMMARY
- Effect precedes explanation.
- Explanation is an optional, luxury item.
- We already prioritise effect over explanations.
- Requiring explainability implies limiting machines to
our biological constraints.
- This will be part of the arsenal to address
humanity’s hard problems.
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REASONS FOR CONSTRAINING
AI DECISION-MAKING
& SUPPORT FOR PRIORITISING
EXPLAINABILITY OVER PERFORMANCE
Professor Alan Winfield
Professor of Robot Ethics, Bristol Robotics Laboratory,
University of the West of England

MY WORK & CONNECTION TO AI

- I am a professional electronics engineer (Chartered Engineer) with ~40 years experience
combining industry and academe
- I co-founded the Bristol Robotics Laboratory
- My research is in cognitive robotics, i.e. embedding Artificial Intelligence into robots so that
they are both intelligent and autonomous

Alan Winfield

- I am also engaged in robot/AI ethics, as an advocate and advisor, including
- in the development of ethical standards, with both the British Standards Institute and the
Institution of Electrical and Electronic Engineers (IEEE) Standards Association
- I am the chair of IEEE Standards working group P7001, drafting a new standard on
Transparency of Autonomous Systems

1
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WHY ARE EXPLANATIONS FOR
AI-GENERATED DECISIONS
IMPORTANT OR ESSENTIAL?

-There are two reasons explanations are both important and essential:
- First, all robots and AIs are socio-technical systems: they are designed to work with or alongside
humans – who need to be able to understand what they are doing and why
- Without this understanding those systems will not be trusted
- Second, Robots and AIs can and do go wrong. When they do it is essential that we can find out
why
-Without explanations finding out what went wrong and why is extremely difficult

TRANSPARENCY AND
EXPLAINABILITY

- A system is considered to be transparent if it is possible to discover precisely why it behaved in
a certain way, for instance, why it made a particular decision.
- such transparency requires information on an AI’s underlying logic, algorithm and/or
training data, as well as the operational steps it took in reaching a decision.
- The difference between transparency and explainability is that the information afforded by
transparency might only be intelligible to an expert, whereas explainability means that the
information is understandable to non-experts, using plain language.
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AN ETHICAL BLACK BOX

Ethical black box

IS IT WORTH SACRIFICING
AI PERFORMANCE
FOR BETTER EXPLANATIONS?
- The jury is being asked to consider scenarios where higher AI transparency means lower
performance. This is not necessarily the case, and it may change in future. But even if it were
true…
- We are used to the idea that safety is more important than performance, and
- greater transparency in AIs leads to greater safety, because transparency allows failures
to be understood and fixed
- Thus it is worth sacrificing performance for greater transparency
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WOULD IT BE JUSTIFIABLE
FOR EXPLANATIONS TO BE PROVIDED
IN SOME SCENARIOS
BUT NOT OTHERS?
- Yes. It all depends on the level of possible harm arising from a faulty AI
- Some AIs are inconsequential: think of an AI that recommends a book you might be interested in.
- But when AIs have the potential to cause harm when they fail then we should not just expect but
require an appropriate level of transparency
- Noting that different kinds of explanation are required by different stakeholders;
- clearly your elderly mother doesn’t need the same level of explanation from her care
robot as the engineer who certifies its safety;
- and you don’t need the same understanding of why your medical diagnosis AI has come
up with a particular diagnosis as your doctor.

SUMMARY

-We must prioritize transparency and explainability over performance.
- Without transparency faults cannot be investigated, understood and fixed, and the
technology will likely not be successful because it is unsafe and/or unreliable.
- Without explainability people will not understand why their tech behaves the way it
does, and so will not trust it.
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Scenario 1: Stroke Patient Diagnosis
- System A: Expert System Model using IF THEN rules:

- Learning: None
- Accuracy: Reasonable (worse than human)
- Explanation: Good

75%

WHY? The system provide an interpretation of the trace of reasoning
HOW? The system provides the source for a fact.

Scenario 1: Stroke Patient Diagnosis
- System B: Random Forest using Trees + Samples of
Data

- Learning: Yes
- Accuracy: Good (same as human)
- Explanation: Partial
Selected attributes with confidence
Tree structures

85%

Scenario 1: Stroke Patient Diagnosis
- System C: Deep Learning using lots of
data + complex models

Data

Decision

- Learning: Yes
- Accuracy: Excellent (better than human)
- Explanation: None

95%

Stroke Diagnosis:
Information/Explanation System A
Scenario 1: Illustration of Types of
System A
Information/Explanation
System:
Does the patient have problems swallowing?
User: Smoker=Yes; Age=55; Sex=Male; BPressure=120

User: Yes.
System: Is the MRI scan clear?
User: Yes.
System Is the Carotid Ultrasound positive?
User: Why?
- YouI have
been identified
High is
Risk
of Stroke.
System:
am trying
to prove: as
ifatthere
narrowing
of neck arteries.
- This
is because:
It has
been
established that the MRI scan is clear.
Therefore if the MRI scan is clear then the issue could be with arteries in
the neck.
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
Has a Carotid Ultrasound been carried out?
- Risks:
User:
Yes. Blood Pressure, Obesity, Smoking, Pollution
System: Is the Carotid Ultrasound positive?
User:
- Yes
System: I conclude that the patient has not had a stroke (0.8).

Stroke Diagnosis:
Information/Explanation System A
Scenario 1: Illustration of Types of
Information/Explanation System A
How?

System: I conclude that the patient has not had a stroke (confidence 0.8).
User:
System: This follows from Rule 2:

And Rule 14:
IF BPressure < 150 THEN Rule 2 ELSE Rule 31

- You have been identified as at High Risk of Stroke.
- This is because:
BPressure was given as 120

- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking, Pollution
-

Stroke Diagnosis:
Information/Explanation System B
Scenario 1: Illustration of Types of
Information/Explanation System A

You have been identified as at High Risk of Stroke (confidence 0.8).
This has been based upon the following attributes:
1. MRI: 0.95
2. Blood Vessel Ultrasound: 0.87
3. Blood pressure: 0.70
4. Swallow: 0.70
5. -Smoking:
You have0.68
been identified as at High Risk of Stroke.
- This is because:
Swallow
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, BSmoking,
PressurePollution
MRI
Ultrasound
Stroke (80%)

Stroke Diagnosis:
Information/Explanation System C
Scenario 1: Illustration of Types of
Information/Explanation System A
You have been identified as at Low Risk of Stroke
(confidence 0.8)

- You
have been
identified
at High
Risk of
of Stroke.
This
is based
on a model
thatashas
accuracy
95% on 1 million historical
data
records
- This is because:
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking, Pollution
-

What are Some Potential Sources of
Bias in this Scenario?
Scenario 1: Illustration of Types of
- HowInformation/Explanation
was the data collected? System A

Only sick people go to hospital and get measured
Have the correct attributes even been measured?
Spurious / Implicit correlations

- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound

- Risks:
Pressure,
Obesity, used
Smoking,
- What
is Blood
the gold
standard
toPollution
label data / build
models?
-

Knowledge

Summary
- System
A
Scenario
1: Illustration of Types of
questions
but no learning from data
Information/Explanation
System B
- System B some partial explanation with attributes /
scores and can learn from data
-

- System
C
human

no explanation but accuracy better than

-

Questions?

Scenario 2: Recruitment
- System A: Expert System Model using IF THEN rules:

- Learning: None
- Accuracy: Reasonable (worse than human)
- Explanation: Good

75%

WHY? The system provide an interpretation of the trace of reasoning
HOW? The system provides the source for a fact.

Scenario 2: Recruitment
- System B: Random Forest using Trees + Samples of
Data

- Learning: Yes
- Accuracy: Good (same as human)
- Explanation: Partial
Selected attributes with confidence
Tree structures

85%

Scenario 2: Recruitment
- System C: Deep Learning using lots of
data + complex models

Data

Decision

- Learning: Yes
- Accuracy: Excellent (better than human)
- Explanation: None

95%

Recruitment:
Information/Explanation System A
Scenario 1: Illustration of Types of
Information/Explanation System A
System:
User: Age=32; Sex=Female;

User: High.
System:
User: Yes.
System: Does the applicant have experience of team leading?

- You
User:
Why?have been identified as at High Risk of Stroke.
- This
System:
I is
ambecause:
trying to prove: if the applicant can lead a large team
It has been established that the applicant matches the essential
requirements.
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
Therefore if the applicant has experience of team leading then the
- Risks:will
Blood
Pressure,
Obesity,
Smoking, Pollution
applicant
also
fit desirable
requirements.
Does the applicant have experience of team leading?
User:
- Yes.
System: I conclude that the applicant should be shortlisted (0.9).

Recruitment:
Information/Explanation System B
Scenario 1: Illustration of Types of
Information/Explanation System A

Applicant has been shortlisted.
This has been based upon the following information:
1.
2.
3.
4.

CV score: 0.99
Essential requirements: 0.87
Gender: 0.70
Age: 0.68
- You have been identified as at High Risk of Stroke.
- This is because:
CV Score
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Essential
Smoking, Pollution
Gender
Yes (0.9)

Recruitment:
Information/Explanation System C
Scenario 1: Illustration of Types of
Information/Explanation System A
Applicant has been shortlisted (confidence 0.9)
This is based on a model that has accuracy of 95% on 1 million historical
- You
have been identified as at High Risk of Stroke.
data
records

- This is because:

- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking, Pollution
-

What are Some Potential Sources of
Bias in this Scenario?
Scenario 1: Illustration of Types of
Information/Explanation System A

- How was the data collected?

Data from all people who have previously applied
But biases in society who is encouraged to apply?
Spurious / Implicit correlations
Lurking
proxies
andUltrasound
race)
- Tests:
Swallow,
CT,(e.g.
MRI,postcode
Blood Vessel
- Risks:
Obesity, Smoking, Pollution
- How
wasBlood
thePressure,
data selected?
-

Have irrelevant attributes been included? Race, Gender, etc.
Have relevant attributes been missed?

- Who made the shortlisting decisions historically?
Biases in society

how were decisions made?

Summary
- System
A
Scenario
1: Illustration of Types of
questions
but little / no learning from
dataB
Information/Explanation
System
- System B some explanation with attributes / scores and
can learn from data
-

- System
C
-

very little / no explanation but accurate

Scenario 3: Kidney Transplant
- System A: Expert System Model using IF THEN rules:

- Learning: None
- Accuracy: Reasonable (worse than human)
- Explanation: Good

75%

WHY? The system provide an interpretation of the trace of reasoning
HOW? The system provides the source for a fact.

Scenario 3: Kidney Transplant
- System B: Random Forest using Trees + Samples of
Data

- Learning: Yes
- Accuracy: Good (same as human)
- Explanation: Partial
Selected attributes with confidence
Tree structures

85%

Scenario 3: Kidney Transplant
- System C: Deep Learning using lots of
data + complex models

Data

Decision

- Learning: Yes
- Accuracy: Excellent (better than human)
- Explanation: None

95%

Kidney Transplant:
Information/Explanation System A
Scenario 1: Illustration of Types of
System A
Information/Explanation
System:
Does the patient have heart disease?

User: Blood Type=MATCH; Age=55; Sex=Male; Immune System=MATCH.
User: No.
System: Is the patient suffering from diabetes?
User: No.
System Does the patient currently smoke?
User: No.

- You have been identified as at High Risk of Stroke.
- This
because:
System:
I is
conclude
that the patient is LOW_RISK (0.9).
User: Why?
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
System: It has been established that the Immune System AND Blood Type
- Risks: Blood Pressure, Obesity, Smoking, Pollution
match.
Therefore according to Rule 5:
- IF Immune System AND Blood Type match THEN Rule 17
And: according to Rule 17:
IF NOT Smoker AND NOT Heart_Disease THEN LOW_RISK (0.9)

Kidney Transplant:
Information/Explanation System B
Scenario 1: Illustration of Types of
Information/Explanation System A

The patient has been identified as Low Risk.
This has been based upon the following information:
1.
2.
3.
4.

Blood Type: 0.97
Immune System: 0.83
Age: 0.72
Smoking: 0.68
- You have been identified as at High Risk of Stroke.
- This is because:
Blood
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking,
Immune Pollution
Age
Smoking
Low Risk (0.9)

Kidney Transplant:
Information/Explanation System C
Scenario 1: Illustration of Types of
Information/Explanation System A
You have been identified as at LOW RISK of Adverse Reaction to
Transplant(confidence 0.9)

- You
have been
identified
at High
Risk of
of Stroke.
This
is based
on a model
thatashas
accuracy
95% on 1 million historical
data
records
- This
is because:
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking, Pollution
-

What are Some Potential Sources of
Bias in this Scenario?
Scenario 1: Illustration of Types of
- HowInformation/Explanation
was the data collected? System A

Only have data on people who were selected for transplant
Impossible to get data on those who were never selected
Have the correct attributes been measured?
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
Spurious / Implicit correlations
- Risks: Blood Pressure, Obesity, Smoking, Pollution

- What is the gold standard used to label data / build
models?
Adverse reaction is easy to identify

Summary
- System
A
Scenario
1: Illustration of Types of
questions
but little / no learning from
dataB
Information/Explanation
System
- System B some explanation with attributes / scores and
can learn from data
-

- System
C
-

very little / no explanation but accurate

Scenario 4: Criminal Justice
- System A: Expert System Model using IF THEN rules:

- Learning: None
- Accuracy: Reasonable (worse than human)
- Explanation: Good

75%

WHY? The system provide an interpretation of the trace of reasoning
HOW? The system provides the source for a fact.

Scenario 4: Criminal Justice
- System B: Random Forest using Trees + Samples of
Data

- Learning: Yes
- Accuracy: Good (same as human)
- Explanation: Partial
Selected attributes with confidence
Tree structures

85%

Scenario 4: Criminal Justice
- System C: Deep Learning using lots of
data + complex models

Data

Decision

- Learning: Yes
- Accuracy: Excellent (better than human)
- Explanation: None

95%

Criminal Justice:
Information/Explanation System A
Scenario 1: Illustration of Types of
A
Information/Explanation
System:
Does the individual have less thanSystem
2 offences?
User: Age=55; Sex=Male;

User: Yes.
System: Is the Social Services Report classed as POSITIVE?
User: Yes.
System: Has the individual taken up one of the counselling services?

- You
User:
Why?have been identified as at High Risk of Stroke.
- This
System:
I is
ambecause:
trying to prove: if the individual is classed as COOPERATIVE.
It has been established that the individual is classed as POSITIVE by
Social Services.
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
Therefore if the individual is also undertaking counselling they can be
- Risks:
Blood Pressure, Obesity, Smoking, Pollution
classed
as COOPERATIVE
System:
Has the individual taken up one of the counselling services?
User: No.
System: I conclude that the individual is High Risk(0.7).

Criminal Justice:
Information/Explanation System B
Scenario 1: Illustration of Types of
Information/Explanation System A

Individual has been identified as at High Risk of Reoffending. This has
been based upon the following information:
1.
2.
3.
4.

Number of Offences: 0.95
Age: 0.87
Gender: 0.7
Counselling:
0.7 identified as at High Risk of Stroke.
- You have been
- This is because:
Offences < 2
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking,
Pollution
Age
Gender
Counselling
High Risk (0.7)

Criminal Justice:
Information/Explanation System C
Scenario 1: Illustration of Types of
Information/Explanation System A
Individual has been identified as at High Risk of Reoffending (confidence
0.7)

- You
have been
identified
at High
Risk of
of Stroke.
This
is based
on a model
thatashas
accuracy
95% on 1 million historical
data
records
- This
is because:
- Tests: Swallow, CT, MRI, Blood Vessel Ultrasound
- Risks: Blood Pressure, Obesity, Smoking, Pollution
-

What are Some Potential Sources of
Bias in this Scenario?
Scenario 1: Illustration of Types of
Information/Explanation System A
- How was the data collected?

Impossible to know result of individuals who were refused
Spurious / Implicit correlations
- Tests:
Swallow,
CT,(e.g.
MRI, postcode
Blood Vessel
Lurking
Proxies
andUltrasound
race)
- Risks: Blood Pressure, Obesity, Smoking, Pollution
- How
was the data selected?
- Have irrelevant attributes been included? Race, Gender, etc.

Have relevant attributes been missed?

- Labelling is straightforward
reoffend

we know those who did

Summary
- System
A
Scenario
1: Illustration of Types of
questions
but little / no learning from
dataB
Information/Explanation
System
- System B some explanation with attributes / scores and
can learn from data
-

- System
C
-

very little / no explanation but accurate

General Questions
Questions
1. Should automated decisions be explained to individuals? Choose one of
the following options.
 Some form of explanation should be offered to individuals in all
contexts, even if there is a reduction in accuracy.
 Some form of explanation should be offered to individuals in certain
contexts, even if there is a reduction in accuracy in those contexts.
 Automated decisions should be explained to individuals with as much
detail as practically possible without reducing accuracy.
Identify the three most important reasons for accuracy and the three
most important reasons for explainability.
2. Should automated decisions be explained to individuals when used in
contexts where a human decision-maker would not usually be expected
to provide an explanation? Choose one of the following options.
 Automated decisions should be explained to individuals in all
contexts, even if human decisions would not usually be explained.
 Automated decisions should be explained to individuals in certain
contexts, even if human decisions would not usually be explained in
those contexts.
 Automated decisions should not be explained to individuals in
contexts where human decisions would not usually be explained.
Should human and automated decisions require similar explanations?
What are the three most important reasons for them to be the same
and the three most important reasons for them to be different?
3. Other than explanations, what could be done to build confidence in AIgenerated decisions?

