AI and Explainability Coventry Citizens’ Jury:
Jurors’ Report
18 February – 22 February 2018

Preface
About this report
This is a report from the 18 members of the citizens’ jury who met in Coventry over five days,
from 09.00 18 February to 16.30 22 February 2019. They heard evidence from a variety of
witnesses, deliberated together, and reached conclusions about the questions they were set
which concerned artificial intelligence (AI) and how explainable AI-generated decisions
should be. This report was constructed using the words of the 18 jury members, from
observations and statements they prepared together. A draft version was reviewed by jury
members as part of the jury process on 22 February.
A second citizens’ jury on the same topic and with the same witnesses and processes but
with 18 different jurors is being carried out from 25 February to 1 March 2019 in Manchester.
A citizens’ jury report which will include the outcomes from both juries and with additional
information (e.g. jury recruitment) will also be developed and published.
This citizens’ jury was organised and conducted by Citizens’ Juries cic and the Jefferson
Center.
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Statement to our Neighbours
The process piqued our curiosity and we are leaving this process with a much greater awareness in
the applications of AI systems in our everyday lives.
We have just discussed the tip of the iceberg regarding AI software and the public input needed about
how it is developed and used. Through the jury, we have learned and discussed how AI systems
operate, the drawbacks and limitations of AI systems, as well as capabilities and positive applications
that these systems may offer.
AI is now; Ai is here; AI is the future. The process made us recognise the speed at which AI
technology is developing and how it will continue to influence all areas of our lives. Therefore it is
important to start dialogues between people regarding AI so that society can be educated about its
applications and effects.
In the world of AI, knowledge is power. It is important to know that there are different types of AI and
different automated decision-making systems with different applications and that whether or not these
are “good” or “bad” depends on the context and situation.
The Coventry AI citizens’ jury was a well presented, well-run, and enjoyable experience that allowed
us to hear from a wide range of experts and to share our ideas and learn in a cordial, professional,
friendly, and fun environment about a complicated issue that is affecting us all. Participants had a
wide range of views and it was valuable to work together as a team with individuals who came from
diverse backgrounds and perspectives. We felt as though our opinions, ideas, and viewpoints
mattered to one another even though we shared differing opinions and didn’t always agree on
everything. It is encouraging to know that the work we’ve done here together will be taken on board to
build the “bigger picture” and feed into future decisions of the jury sponsors and impact the future of
AI. As a result, we feel more invested in the present landscape and future of AI.
We agree that there needs to be a larger discussion about AI throughout all aspects of our lives and
are now committed to following the role of AI as it develops and are now much more likely to reading
an Information Commissioner’s Office Report!

“It wasn’t that bad...in fact, it was rather good.”
- Exceptionally pleased Coventry AI
juror who found the jury “beyond his
wildest dreams”.
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Introduction
We considered four scenarios where AI could be used to make decisions: in stroke
diagnosis, job recruitment, selecting patients for kidney transplant, and in criminal justice.
For each scenario, we had to choose between three AI systems:
-

System A - 75% AI accuracy with full explanation for the AI-generated decision
System B - 85% AI accuracy with partial explanation for the AI-generated decision
System C - 95% AI accuracy with little or no explanation for the AI-generated
decision

On day 5 of the jury, we answered some general questions about AI and explainability.

Jury Process and Findings

Coventry AI Citizens’ Jury – Jurors’ Report 3

1) Days 1 and 2: Background information
On the first two days of the jury, we received a variety of relevant information from four
expert witnesses to prepare us for the four scenarios and the jury questions. All of the slides
from the five witnesses were reviewed in advance by an independent oversight panel. These
slides, and an overview of what we did over the five days, will be published and accessible
through the Citizens Juries c.i.c. website soon after the juries are completed.
What is AI?
On day 1, after some initial group exercises and presentations, we were played videos to
explain “what is AI”: two excerpts from “The Joy of AI” (a BBC documentary), and a short
excerpt from a filmed presentation by Prof. Kate Crawford.
Prof. Sofia Olhede answered our questions on these videos and then gave a presentation
(with questions and answers) on the trade off between AI performance and explainability,
and the three systems we were asked to consider (A, B and C):
●
●
●
●
●

What are the different kinds of information / explanation that AI might provide?
What are systems A, B and C (expert system, random forests, advanced AI)?
What kinds of uncertainties and biases are systems A, B and C decisions subject?
What kind of explanation can each system provide for the decisions they offer?
Why is there a trade-off between AI performance and explainability and will it
continue?

Important information we learned from “What is AI?”
●
●
●

●
●

It is important to know the fundamentals of AI, how it operates and reaches an informed
decision because you would be able to accept decisions (by AI) easier.
It is important to know that different AI systems have different trade-offs because different
applications require different accuracies.
It is important to know the different learning systems of AI as it helps to understand the
evolution and gives greater confidence in the final outcome, despite not being able to explain
how the decision was made.
It is important to know that there are uncertainties and biases in AI because the impact or
results could be detrimental to people.
It is important to know that information about AI can be incorrect due to the quality of
information given, new discoveries, or change of strategies.

AI & the Law
Rhiannon Webster’s presentation on day 2 was on the relevant law concerning AI decisionmaking and explanations, including:
●
●
●

An introduction to data protection law
What information/explanation is required by law from AI decisions?
What are the responsibilities and rights of AI software providers, citizens and others?
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Important information we learned about AI & the Law:
●
●
●
●
●

●

The GDPR affords you a right to be informed about the use of your data in automated
processes.
It is important to know there is transparency about personal data and it can only be used for
the purpose it was intended and that data can be viewed, changed and removed.
It is important to know that the law is a huge grey area because AI can blur the lines of
definition between data controller and data processor.
It is important to know the difference between data controllers and data processers because
liability is different between them and AI projects can blur the lines between the two.
It is important to know accountability (for data protection) ultimately lies with the data
controller and their employer and that the ICO (Information Commissioner’s Office) can take
enforcement prosecuting action (such as fines).
It is important to know that negligence has liability attached because you can sue for
mishandling of data.

Prioritising AI Performance over Explanations & Prioritising Explanations Over AI
Performance
Dr. Andre Freitas and Prof. Alan Winfield were asked to present competing arguments for us
to consider. Dr. Freitas made the case for AI performance, and against restricting AI
performance for the sake of a full explanation for AI-generated decisions. Prof. Winfield
argued that AI transparency was essential and that we must always be able to understand
and explain how AI reaches a conclusion, especially when things go wrong.
We deliberated and identified reasons on cards for prioritising AI performance over
explainability and reasons for prioritising explainability over AI performance. We also
identified potential trade-offs of both of these. Reasons written on the cards were grouped
together [the number of cards are shown below]. Our conclusions are listed below.
Reasons for prioritising AI performance over explainability:
1. It might increase the overall computational power available and expand decision-making and
performance beyond our current human understanding and not be constrained by human
1
intelligence in some tasks [11 cards ]
2. It could reduce the time it takes to process large amounts of data and make numerous,
complex decisions on time-critical issues as quickly as possible [10 cards]
3. It might allow faster discoveries of treatments, cures for illness, support complex scientific
research (such as in medicine, environment, agriculture, etc.,) and can make systems more
efficient and less costly. [9 cards]
4. It might support more accurate decision-making while removing emotional factors that might
interfere with human decision-making in some circumstances. [8 cards]
5. We already prioritise effects over explanations and rely on mechanisms of action (such as
how medicines work) that we don’t understand in our daily lives. [6 cards]

Potential trade-offs of prioritising AI performance over explainability:
1. Our understanding of the human body, mind, and universe is so limited and prioritising
performance based on data from (primarily) white, Western, male-dominated institutions has
huge potential for unhelpful bias, prioritising a quick-fix over actual well-being.
1 This indicates how many cards written by jury members were synthesised together to articulate this reason, indicating the
strength of support amongst jurors for this reason.
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2. There may be no specific organisation or individual to blame or hold accountable if something
goes wrong or there is a mistake or error.
3. We might lose the ability or desire to want to understand how decisions are made (if they are
so accurate) and that may reduce our understanding of the nature of our overall well-being
and our approach to that.

Reasons for prioritising explainability over AI performance:
1. Safety and well-being of individuals is more important than performance, particularly in
applications relating to public safety such as driverless cars or other safety critical uses. [16
cards]
2. Transparency develops trust with AI products and explanations can be key to human
understanding so more people, particularly non-experts, would be willing to accept results
(including mistakes or faults) and decisions that include explanations. [14 cards]
3. AI decision-making programs can have errors, faults, or mistakes and without explanations it
would be more difficult to understand how and why these occur and address the issues or
problems that produced any faults. [11 cards]
4. The development of laws and regulations in AI decision-making systems takes time and,
while underway, regulatory processes are not currently in place and faults or errors cannot be
uniformly investigated or evaluated so the development of AI performance without
explanations should be constrained currently. [5 cards]
5. AI decision-making is not always a fully understood process and future development without
understanding how decisions are made could lead to unfortunate or unforeseen outcomes
later. [2 cards]

Potential trade-offs of prioritising explanations over AI performance
1. Prof. Winfield indicated that future development of AI performance may not be directly or
negatively impacted or limited by having explanations for AI decision-making so it may not be
as clear of a trade-off between performance and explanations.
2. Varying levels of explanation are needed or required in different situations which are often
related to the potential level of harm or impact of a decision so some explanations may hinder
the development of AI performance even though people wouldn’t expect any explanation (e.g.
an automated book recommendation on a shopping site).
3. Future effectiveness, efficiency, and cost of AI systems could be negatively impacted or
limited by prioritising explanations over performance.

Explanation & Decision Spectrum Exercise
On Day 2 we also conducted an exercise to think about how we evaluate and assess the
potential impact (low impact to high impact) of decisions and the expectations we have for
explanations (no explanation to full or in-depth explanations) in a variety of different
situations in our daily lives. Here are the results of our exercise:
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Important themes from this exercise
●
●
●
●

Explanations about how and why decisions are made are relative and dependent on the
context or situation.
Our previous experiences with a situation, organisation, business, etc., often shape whether
or not we are likely to expect an explanation in a given situation.
Many of the decisions that were ranked as both higher impact and requiring more detailed
explanation had an emotional response and/or some sense of immediacy.
Decisions that are low impact rarely require any detailed explanations.

Factors influencing how we evaluate impact and need for explanation in various
situations include:
○
○
○
○
○
○
○
○
○

Emotional response
Initial expectations, previous experiences, anticipated results (i.e. decision)
Sense of immediacy (Urgent vs. longer term)
Timeline and number of decisions (Single, one-time vs. multiple, over time)
Scale of impact (one individual vs. group vs. whole population)
Financial costs
Potential for / amount of bias in decision-making process
Binary (objective) vs. open-ended (subjective)
Symptomatic or episodic solution vs. root cause or systemic solution

2) Days 3 and 4: The Four Scenarios
On days 3 and 4, we considered four scenarios – one half day per scenario. In each case,
we:
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●
●
●
●
●

Read the scenario
Watched a video recorded for the jury of an interview with a person involved in that
field (e.g. a person who works with stroke patients)
Received a presentation from Dr. Allan Tucker, who helped us understand the
scenario and how AI would work in that scenario
Deliberated together
Answered a set of questions about the scenario, including whether we thought
system A, system B or system C should be chosen.

The full scenarios and questions are set out in Appendix A. A short description of each, and
what we concluded, are set out below.
Scenario 1: Stroke Diagnosis
The first scenario concerned using AI to diagnose strokes. Three possible AI systems could
be used. Each system had different characteristics:

System A

System B

System C

Accuracy

75% (A&E
doctor’s level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation

We each completed an electronic survey, with the following results:
1. How important is it for a patient to receive an explanation of an automated decision
about stroke diagnosis?
●
●
●
●
●

Very important – 1 vote
Fairly important – 3 votes
Not very important – 10 votes
Not at all important – 4 votes
Don’t know – 0 votes

2. If system C was chosen by the NHS, almost no explanation would be provided. How
much does this matter?
●
●
●
●
●

Very much – 2 votes
Quite a lot – 1 vote
Not very much – 12 votes
Not at all – 3 votes
Don’t know – 0 votes

3. Which automated decision system do you think the NHS should choose? Explain the
factors affecting your choice.
●
●
●

System A (Expert System) – 0 votes
System B (Conventional machine learning) – 2 votes
System C (Deep Learning) 16 votes
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Through our deliberations we also identified and prioritised reasons why, and which
characteristics of, each automated decision-making System (A/B/C) would be preferable and
not preferable for this scenario.
Below is an overview of top arguments for and against each System in this scenario.
System A is preferable because it:
●
●
●

2

Provides greater empathy/human contact (9 dots)
Allows continuous learning for developing Public Health, treatment and research. (5 dots)
Can give a detailed roadmap of how a diagnosis was made by AI. (4 dots)

System A is not preferable because it:
●
●
●

Has a lower successful diagnosis resulting in wrong treatment and greater cost (13 dots)
Is less accurate in diagnosis (2 dots)
Does not improve healthcare statistics (number of improved accurate diagnoses does not
increase) (2 dots).

System B is preferable because it:
●
●
●

Is 85% (human expert) level accurate and has important partial explanation. (10 red dots)
Can improve diagnosis to a more expert level so a hospital doctor can better understand an
AI decision. (3 dots)
Raises the level to 85%, comparable with having an expert available at every hospital,
improving access for more people. (3 dots)

System B is not preferable because it:
●
●

Is not transparent as to how it fully reaches decisions, and therefore does not allow for
ongoing learning about treatments, public health and research. (11 dots)
Is not preferable because it does not provide the same level of accuracy as other systems. (7
dots)

System C is preferable because it:
●
●
●

Is more accurate – higher diagnostic success rate using the same symptoms presented by
the patient in an initial consultation than with system A and B. (8 dots)
Has accuracy that would bring improvements to patient care and data. (4 dots)
Would be able to treat a higher number of patients, possibly freeing more time for
doctors/experts to treat other patients or do more research. Global solution through shared
information. (3 dots)

System C is not preferable because it:
●
●
●

Can give no explanation as to how the decision was reached, even though it is the same
decision as A or B that can give a road map of how they reached theirs. (10 dots)
Enables more patients to survive: have we got the infrastructure in place / funding to care for
them. (2 dots)
Could be untraceable due to not knowing how it reaches a decision and the high amount of
data present. (2 dots)

Scenario 2: Job Recruitment
The second scenario was about using AI to shortlist candidates who had applied for a job.
Again, three possible AI systems could be used:

2 The jurors were given coloured dots and asked to stick them against the most important three reasons in favour, and the
three most important against each system.
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System A

System B

System C

Accuracy

75% (recruitment
officer level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation

We each completed an electronic survey, with the following results:
1. How important is it for an applicant to receive an explanation of an automated
decision about accepting / rejecting a job application?
●
●
●
●
●

Very important – 4 votes
Fairly important – 9 votes
Not very important – 5 votes
Not at all important -0 votes
Don’t know – 0 votes

2. If system C was chosen by the organisation, almost no explanation would be
provided. How much does this matter?
●
●
●
●
●

Very much – 7 votes
Quite a lot – 7 votes
Not very much – 4 votes
Not at all – 0 votes
Don’t know – 0 votes

3. Which automated decision system do you think the company should choose? Explain
the factors affecting your choice.
●
●
●

System A (Expert System) – 2 votes
System B (Conventional machine learning) – 14 votes
System C (Deep Learning) – 2 votes

Through our deliberations we also identified and prioritised reasons why, and which
characteristics of, each automated decision-making System (A/B/C) would be preferable and
not preferable for this scenario.
Below is an overview of top arguments for and against each System in this scenario.
System A is preferable because:
●
●

It allows the company to be transparent and accountable about their recruitment practices (9
dots)
It can explicitly pick up on biases and proxies creating accidental bias (8 dots).

System A is not preferable because:
●
●

With its accuracy being only at 75%, it has the discrepancy of missing out on suitable
candidates (11 dots)
It is comparable with the work of a typical recruitment officer (3 dots).
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System B is preferable because:
●
●

It has key points/features for detection. Applicant receives some feedback, also reduces time
and resources (15 dots)
Preferable because it has the ability to explicitly pick up biases based on rules/tree forests (2
dots).

System B is not preferable because:
●
●

It gives less transparent feedback: e.g. could tell you that you didn’t meet essential criteria but
did not tell you which part you did not meet to improve future chances of success (12 dots)
The quality of the data is too variable and unreliable (3 dots).

System C is preferable because:
●
●

Has the highest level of accuracy, therefore the best candidate would be selected (8 dots)
Higher performing employees result in better services provided and improves national and
individual business customer service satisfaction (8 dots).

System C is not preferable because:
●
●

The lack of transparent does not allow the business to be open about their recruitment
practices (7 dots)
It would not give candidates feedback on how to improve applications possible resulting in a
highly suitable workforce being missed out on as they do not understand how to fill in. This
does not improve the general workforce or help employment rates (7 dots).

Scenario 3: Kidney Transplantation
The third scenario was about using AI to match donated kidneys to patients needing a
kidney transplant so as to achieve the best chance of success. Again, AI systems A, B and
C could be used, each of which had different characteristics:

System A

System B

System C

Accuracy

75% (below
human expert
level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation

We each completed an electronic survey, with the following results:
1. How important is it for a kidney patient and their family to receive an explanation of
an automated decision about why the patient could or could not be matched?
●
●
●
●
●

Very important – 1 vote
Fairly important – 7 votes
Not very important – 8 votes
Not at all important – 2 votes
Don’t know – 0 votes

2. If system C was chosen by the NHS, almost no explanation would be provided. How
much does this matter?
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●
●
●
●
●

Very much – 1 vote
Quite a lot – 2 votes
Not very much – 8 votes
Not at all – 7 votes
Don’t know – 0 votes

3. Which automated decision system do you think the NHS should choose? Explain the
factors affecting your choice.
●
●
●

System A (Expert System) – 1 vote
System B (Conventional machine learning) – 2 votes
System C (Deep Learning) – 15 votes

Through our deliberations we also identified and prioritised reasons why, and which
characteristics of, each automated decision-making System (A/B/C) would be preferable and
not preferable for this scenario.
Below is an overview of top arguments for and against each System in this scenario.
System A is preferable because:
●
●

A full explanation could provide an opportunity for a patient to improve lifestyle or other
factors and become a better candidate for a transplant (11 dots)
It provides a full explanation as to how the decision was made (5 dots)

System A is not preferable because:
●
●

The majority of patients would prefer to have had an accurate decision over having an
explanation of why a transplant went wrong (7 dots)
Its accuracy is worse than human expert in selecting a successful match (6 dots)

System B is preferable because:
●

It has expert level performance 85% accuracy and has general important features with better
outcome than (A). (3 dots)

System B is not preferable because:
●
●

15% rejection rate would mean the process being repeated – to find another kidney match or
dialysis with further cost/quality of living for patients (9 dots)
There is system C which is more accurate (7 dots)

System C is preferable because:
●
●

It has a 95% accuracy rate and patients are less likely to ask how they are matched. When
you win the lottery, you just need to know that you won, not which order the balls come up.
(11 dots)
The accuracy/speed of decision is preferable because of a less likelihood of rejection (4 dots)

System C is not preferable because:
●
●

No transparency to show the criteria used (BMF/blood pressure/Lifestyle) were factored into
decision (10 dots)
We do not know yet about the effects of bias in data/database (4 dots).

Scenario 4: Criminal Justice
The fourth and final scenario involved using AI to decide whether people awaiting trial for a
minor criminal offence should instead be placed on a rehabilitation programme. The people
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selected by the AI as being likely to commit a serious offence would be excluded from the
rehabilitation programme and instead face trial. AI systems A, B and C could be used, each
of which had different characteristics:

System A

System B

System C

Accuracy

75% (custody
officer level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation

We each completed another electronic survey, with questions around which system should
be chosen, with the following results:
1. How important is it for an individual to receive an explanation of an automated
decision about referral to a rehabilitation programme?
●
●
●
●
●

Very important – 10 votes
Fairly important – 3 votes
Not very important – 5 votes
Not at all important – 0 votes
Don’t know – 0 votes

2. If system C was chosen by the police force, almost no explanation would be
provided. How much does this matter?
●
●
●
●
●

Very much – 11 votes
Quite a lot – 1 vote
Not very much – 5 votes
Not at all – 1 vote
Don’t know – 0 votes

3. Which automated decision system do you think the police force should choose?
Explain the factors affecting your choice.
●
●
●

System A (Expert System) – 8 votes
System B (Conventional machine learning) – 7 votes
System C (Deep Learning) – 3 votes

Through our deliberations we also identified and prioritised reasons why, and which
characteristics of, each automated decision-making System (A/B/C) would be preferable and
not preferable for this scenario.
Below is an overview of the top arguments for and against each System in this
scenario:
System A is preferable because:
●
●

It is fully transparent, and bias can be clearly identified allowing human intervention/appeal of
decision (15 dots)
The rules can be changed and so the system is flexible (2 dots)
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System A is not preferable because:
●
●

Poor data, based on previous mishandling of individual cases would bias the system (6 dots)
Data might be corrupt and thus a higher risk to the public (4 dots)

System B is preferable because:
●
●

It increases the accuracy of the criminal justice system by providing an expert level of service
experienced police custody officer, whilst still providing for transparency (9 dots)
The criminal offence is low level and only a small amount of explanation would be required (5
dots)

System B is not preferable because:
●
●
●

It is less ethical than system A which offers complete transparency (5 dots)
Because it is unable to have new logic incorporated, necessitating a brand-new system (5
dots)
Embedded deep bias in the data can be compounded to produce more bias in the decisions
made. (5 dots)

System C is preferable because:
●
●

It removes individual bias (made by individual officers in each respective case and it is 95%
accurate). Humans cannot cover every factor. (10 dots)
It gives the highest accurate rate with only 5% risk factor (4 dots)

System C is not preferable because:
●
●

There is no human element involved and can offer no explanation to the offender or victim. A
bias or discriminatory element may be present (10 dots)
You are unable to add new parameters. Therefore if/when social policy changes a new
system would be required (8 dots)

3) Day 5: General questions
On the final day, we deliberated together to try to draw together some general conclusions
about AI and AI explainability. We deliberated together through much of the day, answered
the general questions we were set (see Appendix A) and identified and prioritised our
reasoning.
1. Should automated decisions be explained to individuals? Choose one of the following
options.
●
●
●

Some form of explanation should be offered to individuals in all contexts, even if there
is a reduction in accuracy. (0 votes)
Some form of explanation should be offered to individuals in certain contexts, even if
there is a reduction in accuracy in those contexts. (11 votes)
Automated decisions should be explained to individuals with as much detail as
practically possible without reducing accuracy. (7 votes)

The most important reasons for accuracy in AI decision-making processes are:
●

●
●

Accuracy is important as it ensures the best possible results leading to the best
course of action and can improve the progression of services and other uses. (10
votes)
Accuracy builds trust in automated decisions which can lead to increase public
confidence. (2 votes)
It is important for accuracy in automated decisions where the impact to the individual
and society is high. (5 votes)
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The most important reasons for explanations in AI decision-making processes are:
●

●
●

Explanations provide confidence and peace of mind for the individuals, specialists,
service providers, and end users, and increase public trust in automated decisionmaking processes. (12 votes)
Explanations provide transparency and clarification to automated decision-making
processes and remove doubt about how decisions are reached. (3 votes)
Individuals have a right to know how their information is used to reach a decision that
affects them. (3 votes)

2. Should automated decisions be explained to individuals when used in contexts where
a human decision-maker would not usually be expected to provide an explanation?
Choose one of the following options:
● Automated decisions should be explained to individuals in all contexts, even if
human decisions would not usually be explained. (0 votes)
● Automated decisions should be explained to individuals in certain contexts,
even if human decisions would not usually be explained in those contexts. (8
votes)
● Automated decisions should not be explained to individuals in contexts where
human decisions would not usually be explained. (10 votes)
3. Should human and automated decisions require similar explanations?
● Yes (9 votes)
● No (8 votes)
● I don’t know (1 vote)
The most important reasons for automated decisions to require similar explanations to
human explanations:
●
●

The most important reason for requiring similar explanations (between human and AI
decisions) is to create confidence in both decisions and to increase trust and confidence
among service providers and end users. (10 votes)
The most important reason to require similar explanations (between human and AI decisions)
is when the data/rationale is subjective and the individual can then understand how the
decision/s are made in lay terms. (8 votes)

The most important reasons for automated decisions to not require similar explanations to
human explanations:
●
●
●

It is not important to require similar explanations between human and AI generated decisions
when the types of explanations might be different. The human explanation would be better
suited to their level of understanding, and better coming from an individual. (9 votes)
The most important reason for not requiring similar explanations is that humans can take
other considerations into account (e.g. general well-being). (5 votes)
The most important reason for not requiring similar explanations between human and AI
decisions is that it allows AI designers to keep their algorithms as proprietary secrets - but
they should be regulated! (3 votes)

4. Other than explanations, what could be done to build confidence in AI-generated
decisions?
Image 1 (below) is a representation of the same activity and same cards with
proportions/sizes of the rings adjusted to reflect how many cards were placed in each ring
and to improve readability. is a representation of the ideas participants had for ways to
increase confidence in automated decision-making (each Post-it was a single idea).
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Participants formed pairs and each pair was able to develop up to two ideas and determine
how they would rank them, indicating how much they felt this would increase confidence by
placing their Post-it in a ring (see Legend).
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Appendix A: Jury scenarios and questions

Scenario 1 - stroke

Scenario

There are more than 100,000 strokes in the UK each year – that is around one
stroke every five minutes. About 11% of patients die immediately or within a few
weeks as a result of the stroke, making stroke the fourth biggest killer in the UK.
Almost two thirds of stroke survivors leave hospital with a disability.
Rapid and accurate diagnosis of stroke greatly increases chances of survival and
recovery of the patient. This is highly specialised work which ideally should be
done by neuroradiologists with many years of training and experience. However,
these experts are not available in each hospital, 24 hours a day, 7 days a week,
and in practice diagnosis is often done by non-specialist emergency medicine
doctors.
As diagnostic data are accumulated from previous stroke patients, automated
decisions systems could provide stroke diagnosis that is fast, and always available
in each hospital.
There are three automated decision systems for the NHS to choose from – system
A, system B, and system C. Each system uses information about a patient's acute
symptoms (for instance paralysis and loss of speech), their medical history, and
neuroradiological images (such as CT-scans of the brain) to identify patterns that
indicate whether he or she has had a stroke; the type of stroke; its location; and its
severity.
● System A – Expert System
This system uses an algorithm that was developed with help from experienced
neurologists and neuroradiologists, and aims to follow the same reasoning as
they would do. In practice it does not reach the same level of accuracy as they
would, but the algorithm is completely transparent in the way it reaches its
conclusions: for each individual case it can provide specific rules that were
applied to reach a conclusion. It has an overall accuracy rate of 75%, which is
comparable to what most emergency medicine doctors would achieve.
This means that in 25% of cases, someone might be classified as having a

Coventry AI Citizens’ Jury – Jurors’ Report 17

stroke while they were not or vice versa, or the type, location, and severity of
the stroke might be misjudged.
● System B – Conventional machine learning
This system uses an algorithm that was established through machine learning
from a large set of patient data, collected at English hospitals. This algorithm
reaches (human) expert level performance, but it is not very transparent in the
way it reaches its conclusions: it can only tell us which features, in general, are
important and which are not.
It has an overall accuracy rate of 85%. This means that in 15% of cases,
someone might be classified as having a stroke while they were not or vice
versa, or the type, location, and severity of the stroke might be misjudged.
● System C – Deep Learning
This system uses advanced AI derived from the same set of patient data as
System B. However it has “taught itself” from the data which features were best
able to distinguish strokes from non-strokes, and best able to distinguish
different types of stroke, their location, and their severity. This algorithm is not
transparent in the way it reaches conclusions: it is unable to provide any
explanation that is understandable by humans.
However it has an overall accuracy rate of 95%, which is better than human
experts perform. This means that in 5% of cases, someone might be classified
as having a stroke while they were not or vice versa, or the type, location, and
severity of the stroke might be misjudged.
System A

System B

System C

Accuracy

75% (A&E
doctor’s level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation
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Scenario 1: Questions

1. How important is it for a patient to receive an explanation of an automated
decision about stroke diagnosis?

2. If system C was chosen by the NHS, almost no explanation would be
provided. How much does this matter?

Why (up to three reasons)?

3. Which automated decision system do you think the NHS should choose?
Explain the factors affecting your choice.
System A – Expert System
System B – Conventional machine learning
System C – Deep Learning
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Scenario 2: Recruitment

Scenario

When running recruitment campaigns, a private sector organisation currently tasks
its staff with manually screening all job applications received, and making
decisions about which applications to shortlist for interview. This often involves
several members of staff reading through thousands of job applications.
Sometimes, the organisation receives so many applications that its staff cannot (or
do not) properly review every application.
So that the organisation is able to screen every application and free up staff to
focus on other work, for future recruitment campaigns, it plans to use an
automated decision system to screen job applications and make shortlisting
decisions.
The automated decision system will use data about existing employees to be
programmed, or to “learn”, which qualities contribute towards being a high
performing employee. This may include traditional qualities such as relevant
experience, skills and qualifications. But there may also be other qualities that the
system is programmed, or “learns”, to treat as important such as particular writing
styles, personality traits and personal interests.
The system will then be used to screen the CVs, covering letters and application
forms of individuals applying for jobs. It will predict the likelihood of applicants
becoming high performing employees. Based on these predictions, the system will
decide whether to place them in 1 of 2 classifications:
● Application accepted
Applicants predicted as likely to become high performing employees are
placed in this classification and are accepted for interview.
● Application rejected
Applicants predicted as unlikely to become high performing employees are
placed in this classification and are rejected for interview.
There are 3 automated decision systems for the organisation to choose from:
● System A – Expert System
This system uses an algorithm that was developed with help from experienced
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recruitment officers, and aims to follow the same reasoning as they would do. In
practice it does not reach the same level of accuracy as they would, but the
algorithm is completely transparent in the way it reaches its conclusions: for each
individual case it can provide specific rules that were applied to reach a
conclusion.
When tested on existing data about recruitment, this system was shown to have
an overall accuracy rate of 75%. This means that 25% of the time its predictions
were incorrect (e.g. predicting that an applicant would be unlikely to become a
high-performing employee when in reality they did, or vice versa).
The accuracy of this system is comparable to that of a typical recruitment officer.
● System B – Conventional machine learning
This system uses an algorithm that was established through machine learning
from a large set of recruitment data, collected by the organisation. This algorithm
achieves (human) expert level performance, but it is not very transparent in the
way it reaches its conclusions: it can only tell us which features, in general, are
important and which are not.
When tested on existing data about recruitment, this system was shown to have
an overall accuracy rate of 85%. This means that 15% of the time its predictions
were incorrect (e.g. predicting that an applicant would be unlikely to become a
high-performing employee when in reality they did, or vice versa).
The accuracy of this system is comparable to that of a very experienced
recruitment officer.
● System C – Deep Learning
This system uses advanced AI, derived from the same set of data as System B.
However it has “taught itself” from the data. This algorithm is not transparent in the
way it reaches conclusions: it is unable to provide any explanation that is
understandable by humans.
However it has an overall accuracy rate of 95%, which is better than human
experts perform. This means that 5% of the time its predictions were incorrect (e.g.
predicting that an applicant would be unlikely to become a high performing
employee when in reality they did, or vice versa).
System A

System B

System C

Accuracy

75% (recruitment
officer level)

85% (human
expert level)

95% (beyond
human level)

Transparency

Full explanation

Partial
explanation

No explanation
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Scenario 2 Questions

1. How important is it for an applicant to receive an explanation of an
automated decision about accepting / rejecting a job application?

2. If system C was chosen by the organisation, almost no explanation would
be provided. How much does this matter?

Why (up to three reasons)?
3. Which automated decision system do you think the company should
choose? Explain the factors affecting your choice.
System A – Expert System
System B – Conventional machine learning
System C – Deep Learning
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Scenario 3 - kidney transplantation

Scenario

Chronic kidney disease (CKD) is a condition characterized by a gradual loss of
kidney function over time. It may be caused by diabetes, high blood pressure, and
other disorders. If kidney function gets worse, wastes can build to high levels in
your blood, leading to complications like anaemia (low blood count), weak bones,
and nerve damage. About 2.6 million people (6.1%) in the UK live with CKD. There
is no current cure for CKD.
Eventually, a person with CKD will develop permanent kidney failure, and they will
need dialysis or a kidney transplant in order to survive. Dialysis is the removal of
waste products and excessive fluids from blood using a machine, and typically
needs to happen three times per week for at least 3 hours, placing an immense
burden on the patient. A kidney transplant is a better option than dialysis, as
patients will have a normally functioning kidney after the transplantation, enabling
a relatively normal life.
Because there is a mismatch between demand for and supply of kidney
transplants, patients often have to wait for many months (or even years) on
dialysis before receiving a kidney transplant. There are currently about 8000
patients on this waiting list in the UK. There has to be a good 'match' between
kidney donor and recipient in terms of blood type, immune system, and many other
factors in order to maximise the chances of survival of the transplanted kidney.
Determining whether donor and recipient match is usually done by experienced
renal consultants. However in about 15% of cases the match is not ideal and the
transplanted kidney does not survive more than 5 years – and some of them stop
functioning within days or weeks. The transplanted kidney is removed and
discarded and these patients will have to go back to dialysis.
The NHS wants to deploy an automated decision system for finding matches
between kidney donors and recipients so as to make good use of the kidneys and
avoid mismatches between donated kidneys and recipients. Each time a new
donor becomes available, the system will use data about the kidney and about the
potential recipient to determine, for each patient on the waiting list, whether the
risk of transplanting the donor's kidney to that patient is 'high', 'intermediate', or
'low'. Only matches that are classified as low risk are eligible for actual
transplantation. If the system indicates that there are multiple low risk matches for
the same donor, younger patients will be prioritised.
It is hoped that with this system, a larger number of transplanted kidneys will
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survive longer. There are three automated decision systems to choose from –
system A, system B, and system C.
● System A – Expert System
This system uses an algorithm that was developed with help from experienced
kidney doctors, and aims to follow the same reasoning as they would do. In
practice it does not reach the same level of accuracy as they would, but the
algorithm is completely transparent in the way it reaches its conclusions: for each
individual case it can provide specific rules that were applied to reach a
conclusion.
It has an overall accuracy rate of 75%, which is a little lower than what is currently
achieved in practice across the NHS (and lower than that achieved by the top
specialists). This means that 25% of the time its predictions were incorrect (e.g.
predicting that the kidney would last at least 5 years for the selected patient when
in reality it didn’t).
● System B – Conventional machine learning
This system uses an algorithm that was established through machine learning
from a large set of patient data, collected at English hospitals.. This algorithm
achieves (human) expert level performance, but it is not very transparent in the
way it reaches its conclusions: it can only tell us which features, in general, are
important and which are not.
It has an overall accuracy rate of 85%. This means that 15% of the time its
predictions were incorrect (e.g. predicting that the kidney would last at least 5
years for the selected patient when in reality it didn’t).
● System C – Deep Learning
This system uses advanced AI, derived from the same set of patient data as
System B. However it has “taught itself” from the data which features were best
able to distinguish successful matches from non-successful matches. This
algorithm is not transparent in the way it reaches conclusions: it is unable to
provide any explanation that is understandable by humans.
However it has an overall accuracy rate of 95%, which is better than human
experts perform. This means that 5% of the time its predictions were incorrect (e.g.
predicting that the kidney would last at least 5 years for the selected patient when
in reality it didn’t).

Accuracy

System A

System B

System C

75% (below
human expert)

85% (human
expert level)

95% (beyond
human level)
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Transparency

Full explanation

Partial
explanation

No explanation

Questions

1. How important is it for a kidney patient and their family to receive an
explanation of an automated decision about why the patient could or could
not be matched?

important

2. If system C was chosen by the NHS, almost no explanation would be
provided. How much does this matter?

Why (up to three reasons)?
3. Which automated decision system do you think the NHS should choose?
Explain the factors affecting your choice.
System A – Expert System
System B – Conventional machine learning
System C – Deep Learning
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Scenario 4: Criminal justice
Scenario
In an effort to reduce recurring low-level crime, a UK Police Force is setting up
a rehabilitation programme to address the underlying issues that lead people
to commit multiple minor offences (non-violent / non-sexual) and to prevent
them from reoffending.
Artificial intelligence software will be used to identify the individuals to be
offered a place on a rehabilitation programme rather than face trial. The
individuals selected by the software will be those charged with a minor offence
who are considered unlikely to go on to commit a serious offence in the next
six months. Individuals that successfully complete the programme will not be
prosecuted and will not receive a criminal conviction for the offence they were
charged with, and no further action will be taken against them. However, if
they fail to complete the programme, they are liable to face prosecution.
Individuals offered a place on a rehabilitation programme may refuse it and
choose to face prosecution.
The Police Force plans to use an automated decision system to make decisions
about who to refer to the rehabilitation programme. It wants to include
individuals likely to go on to commit further minor offences but exclude
individuals likely to go on to commit a serious offence (violent / sexual).
The automated decision system will use information about an individual’s
offending history, age, gender and geographical area, as well as any available
information about them from local agencies (such as social services) and
national databases (such as the Police National Computer). It will analyse this
information to predict the likelihood of the individual committing a serious
offence over the next 6 months. Individuals will be placed in 1 of 2
classifications based on this prediction:


Eligible for rehabilitation programme

Individuals predicted as unlikely to commit a serious offence in the next 6
months are placed in this classification and referred to the rehabilitation
programme.


Ineligible for rehabilitation programme

Individuals predicted as likely to commit a serious offence in the next 6
months are placed in this classification and referred for prosecution for the
offence charged.
There are 3 automated decision systems for the Police to choose from:
System A – Expert System
This system uses an algorithm that was developed with help from very
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experienced Police Custody Officers, and aims to follow the same reasoning as
they would do. In practice it does not reach the same level of accuracy as they
would, but the algorithm is completely transparent in the way it reaches its
conclusions: for each individual case it can provide specific rules that were
applied to reach a conclusion.
When tested on existing data about reoffending, this system was shown to
have an overall accuracy rate of 75%. This means that 25% of the time its
predictions were incorrect (e.g. predicting that an individual would commit a
serious offence when in reality they didn’t, or vice versa).
The accuracy of this system is comparable to that of an average Police
Custody Officer.


System B – Conventional machine learning

This system uses an algorithm that was established through machine learning
from a large set of criminal offence data, collected by the police and local
agencies. This algorithm achieves (human) expert level performance, but it is
not very transparent in the way it reaches its conclusions: it can only tell us
which features, in general, are important and which are not.
When tested on existing data about reoffending, this system was shown to
have an overall accuracy rate of 85%. This means that 15% of the time its
predictions were incorrect (e.g. predicting that an individual would commit a
serious offence when in reality they didn’t, or vice versa.)
The accuracy of this system is comparable to that of a very experienced Police
Custody Officer.


System C – Deep Learning

This system uses advanced AI, derived from the same set of data as System
B. However it has “taught itself” from the data. This algorithm is not
transparent in the way it reaches conclusions: it is unable to provide any
explanation that is understandable by humans.
However it has an overall accuracy rate of 95%, which is better than human
experts perform. This means that 5% of the time its predictions were incorrect
(e.g. predicting that an individual would commit a serious offence when in
reality they didn’t, or vice versa.)

Accuracy
Transparency

System A
75 (Custody
officer level)
Full explanation

System B
85% (human
expert level)
Partial
explanation

System C
95% (beyond
human level)
No explanation
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Questions

1. How important is it for an individual to receive an explanation of an
automated decision about referral to a rehabilitation programme?

2. If system C was chosen by the police force, almost no explanation would be
provided. How much does this matter?

Why (up to three reasons)?
3. Which automated decision system do you think the police force should
choose? Explain the factors affecting your choice.
System A – Expert System
System B – Conventional machine learning
System C – Deep Learning
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General Questions

Questions

1. Should automated decisions be explained to individuals? Choose one of the
following options.

even if there is a reduction in accuracy.
form of explanation should be offered to individuals in certain
contexts, even if there is a reduction in accuracy in those contexts.
detail as practically possible without reducing accuracy.
Identify the three most important reasons for accuracy and the three most
important reasons for explainability.
2. Should automated decisions be explained to individuals when used in
contexts where a human decision-maker would not usually be expected to
provide an explanation? Choose one of the following options.

even if human decisions would not usually be explained.
decisions should be explained to individuals in certain
contexts, even if human decisions would not usually be explained in those
contexts.
where human decisions would not usually be explained.
Should human and automated decisions require similar explanations?
What are the three most important reasons for them to be the same and the
three most important reasons for them to be different?
3. Other than explanations, what could be done to build confidence in AIgenerated decisions?
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